
"GOODNESS-OF-FIT" CHI-SQUARE TEST

What   are we testing ?  

An example

General formulation

The binomial case

The binomial distribution

Approximate Chi-square

A step towards the general case

   The general multinomial case  

Each of the modalities follows a binomial law

Generalization of the binomial case

The test for the multinomial case

We introduce here the basic Chi-square test. In general terms, its goal is to asses whether the 
distribution of a variable, as observed in a sample, is compatible with a candidate probability law 
that comes from some other source. It is often said that it is a test of "adequation", or "Goodness-of-
fit" between a sample and a law.

This basic test will further be adapted to other situations, as we will see in the next tutorials on Chi-
square tests.

 

What are we testing ?

An example

A company keeps a customer data base. One of the attributes of the customers is the professional 
occupation. Suppose these occupations have been grouped into four categories :

    * Agricultural and food transformation

    * Industrial

    * Medical and health

    * Transportation and 
tourism

The company calculates 
the proportions of its 
customers in each 
category.

 

The company also refers to 
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a public nationwide survey of the professional activities of the population that gives the proportions 
of the population in each of the above categories.

Until now, the company was fairly convinced that its products were evenly distributed throughout 
the population, that is, was bought by people in proportion to the importance of their category. Do 
numbers support this impression ? Are the numbers in the data base compatible with the reference 
numbers of the survey ?

 

You may be now sufficiently acquainted with this kind of question to guess the answer : "It is 
impossible to know for sure. What is possible, though, is to assess how plausible it is that the 
observed numbers (in the data base) have been generated by a probability law as dictated by the 
numbers in the survey". In other words, we are going to test the H0 hypothesis : 

"The probabilities that generated our sample are exactly equal to the proportions mentioned in the 
survey".

General formulation

The above illustration may now be used in a general formulation of the problem. We have :

    1) A categorical variable ("Professional_Occupation"), call it V. It has k modalities mi. 

    2) A sample with n observations. There are ni observations that have the modality mi.

    3) We also have, from a different source, a set of probabilities P = {p1, p2, ..., pk} that sum up to 

1.

 

How likely is it that the observed sample has been generated by the multinomial law {P, n} ? 

 

Let us reformulate this question in the standard vocabulary of tests. The observed values of V were 
generated by some unknown multinomial law {P', n} with P' = {p'1, p'2, ..., p'k}. The null 

hypothesis H0 that we are going to test is :

H0 :     p1 = p',  p2 = p'2 , ...,  pk =  p'k   

The binomial case

We now address the case where V has only two modalities. This is not a mandatory step, but it lends 
itself to some easy explicit calculations that help make clear certain points  about the general 
multinomial case.

The binomial distribution

The variable V has now only two modalities. You may think of it as the outcome of a "Heads and 
Tails" game played with an unfair coin, with :

    *  p0 the probability for "Heads" and 

    * p1 = 1 - p0  the probability for "Tails". 

As p0 + p1 = 1, it is not necessary to consider both probabilities, and we'll concentrate on p0.

 



 

You now play a large 
number of games with the 
coin. Each game consists in 
tossing the coin n times, 
and noting the number of 
times "h" that the coin 
produced a "Heads".

 

"h" is random variable that 
follows the well known 
binomial probability law 
B(p0, n). 

    * The mean of this distribution is m =  n.p0. This is the "expected" value of the number of times 

the coin should produce "Heads" in a game. Note that it is usually not an integer.

    * The variance of the distribution is ² =  n.p0.p1 

 

In this illustration, we have n = 18, p0 = 1/3, and the expected value is therefore 6.  

 

Approximate Chi-square

As often when devising a test, the first three steps are :

    1) Look for a quantity whose expected value is known under the H0 hypothesis.

    2) Measure the deviation of this quantity from its expected value.

    3) Look for a function of this deviation that follows a well identified probability law.

 

Here, the quantity is clearly "n0", the number of "Heads" in n tosses of the coin. The expected value 

of  n0 is m = n.p0   (see above). The deviation of n0 from its expected value is d = n0 - n.p0.

We are a bit embarassed, for d does not follow any nice, popular law. Things get a bit better if n is 
very large. We first normalize  d by dividing it by its standard deviation (n.p0.p1)1/2, so we define 

the variable Z :

Z = d / (n.p0.p1)1/2  = (n0 - n.p0)  / (n.p0.p1)1/2

It can be shown that for large values of n, Z follows approximately a standard normal law N(0, 1).

This is a consequence ef the Central Limit theorem.

It should therefore come as no surprise to learn that it can also be shown that Z² has a Chi-square 
distribution with one degree of freedom :

Z² ~ 1 

If you are a bit familiar with tests, you should be able to complete the test now, but anyway we'll get 
back to the question in a moment.

A step towards the general case
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We now come to the reason why we insisted on presenting the binomial case separately. We are 
going to find another expression for Z² that will shed some light on the general multinomial case 
later. You may however skip this paragraph and go directly there.

 

Just as we called n0 then number of "Heads", we call n1 the number of "Tails". We obviously have 

 n0 + n1  = n  

We have :

Z² = d² / n.p0.p1 = (n0 - n.p0)² / n.p0.p1 

Because p0 + p1 = 1, we also have :

Z²  = [(n0 - n.p0)² / n.p0.p1].(p0 + p1)

and after developing :

Z² =  (n0 - n.p0)² / n.p0   +   (n0 - n.p0)² / n.p1  

The numerator of the second term is :

(n0 - n.p0)² = [(n - n1) - n.(1 - p1)]² = (-n1 + n.p1)² = (n1 - n.p1)²

So we finally get :

Z² =  (n0 - n.p0)² / n.p0   +  (n1 - n.p1)² / n.p1

which is nicely symmetrical in the indices 0 and 1. As a matter of fact, we can emphasize this 

symmetry by writing :

 

Z² =  i (ni - n.pi)² / n.pi          i = 1, 2

You may now guess why we took the pain of working up this new expression for Z² explicitely : it 
will be generalized to the multinomial case. We will just replace  i = 1, 2  with  i = 1, 2..., k.

 

We will delay the completion of the test until we have examined the general multinomial case.

The general multinomial case

Each of the modalities follows a binomial law

In the multinomial case, there is a probability pi behind every modality mi. Yet, if we write :

pi = 1 - j pj =  Cte     ( j   i)

we see that every modality mi follows a binomial law B(pi, n). So, all we said about the binomial 

case applies to every single modality of the variable V. In particular, every quantity :

Zi² = (ni - n.pi)² / [n.pi.(1 - pi)]

has a Chi-square distribution with 1 degree of freedom 1.

Generalization of the binomial case
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We now generalize the expression we found for the binomial case, and define the quantity :
 

Z² =  i (ni - n.pi)² / n.pi          i = 1, 2, ...k

Note that :

    * ni is the observed number of observations with modality i.

    * n.pi is the expected number of observations with modality i.

So it is quite common to write the above expression in a more compact form :

Z² =  i (o - e)² / e 

 

Unfortunately, demonstrating any interesting result about Z² is difficult, so we'll just state the 
important results that are valid only when n is large :
 

    1) Each of the zi = (ni - n.pi) / (n.pi)
1/2 terms follows approximately a standard normal law N(0, 

1).

    2) Each of the zi² = (ni - n.pi)² / n.pi  terms follows approximately a 1 law.

 

So Z² is the sum of m variables, all 1. We might hastily conclude, from the properties of the  

distribution that Z² follows a  with k degrees of freedom. But it is not so, because these variables 
are not independent. They are constrained by the easily verified linear relation :

i zi.(pi)
1/2 = 0

a direct consequence of i pi = 1.

With some experience, one learns to recognize the following "rule of thumb" : every new linear 

constraint on a set of apparently independent  variables has the net effect of reducing the number 
of degrees of freedom of the sum of these variables by 1 unit. This "rule" applies here, and so we 
end up with :

 

Z²  ~ k - 1

In practice, n will be considered as "large enough" if all the n.pi are > 10.

The test for the multinomial case

We are through with the difficult part. Now, it is an easy matter to complete the test. Given :
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    1) A set of probabilities P = {p1, p2, ..., pk}

    2) and a sample,

 

we calculate the quantity 
Z² as defined above, and 
obtain a value Z²0.

    * If the observed nis are 

very close to their expected 
values, then Z²0 has a very 

low value.

    *  Conversely, if the 
nis depart substantially from 

these expected values, then 
Z²0 is large.

 

The area under the k - 1 curve to the right of Z²0  is the p-value of the test. It is the probability, 

should H0 be true, that the observed value of  Z² be equal or even larger than Z²0, the value actually 

measured on the sample. 

 

The interpretation of the test is :

    * If the p-value is very low (say 0.05), then there is only a 5% probability that P could generate 
such a high value or an even larger value for Z². The H0 hypothesis will possibly be rejected, which 

translates into :

"It is too unlikely that the sample was generated by the set of probabilities P for us to accept H0"

As the p-value gets larger, it becomes more and more difficult to reject H0. A large p-value does not 

mean that we should conclude that the sample was indeed generated by P, it only means that the 
data does not provide conclusive enough evidence to reject H0.
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GOODNESS-OF-FIT CHI-SQUARE TEST (2)

Influence of sample size

Unknown parameters in the reference distribution

An academic example

Estimating the parameters

Degrees of freedom

More realistic examples

Testing a continuous distribution

Adequation of a law to a sample, likelihood

Blocks and multinomial distribution

How many blocks ?

Estimating parameters

We address here three complements to the basic, "Goodness-of-fit" Chi-Square test.

 

Influence of sample size

Run a Chi-square test on a sample (n, ni). You obtain a certain value Z²0 for the statistic Z², and a 

certain  p-value.

 

 Add new observations to 
the sample so that :

    * It is now twice as large 
as before : n' = 2.n

    * But the ratios of the 
populations of any pair of 
modalities is unchanged. In 
other words, n'i = 2.ni for 

any i (top illustration).

 

 

The test on the new, larger 
sample is based on the 
quantity :

Z' ² = i (2.ni - 2.n.pi)² / 2.n.pi =  2.Z²   
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So the quantity Z² is now twice as large as it was before. In fact, if the ratios of the populations of 
the modalities remain fixed, Z² is proportional to the sample size. As the sample size grows, 

Z² grows, its representative point is pushed to the right of the (k - 1)  curve, the p-value drops 

very rapidly, and it becomes more and more difficult to accept the H0 hypothesis (bottom 

illustration). So it is important to understand that the test is not based on the departure of the 
estimated probabilities to the reference probabilities only, but also on the sample size.

 

This phenomenon is a good illustration of the reduction of uncertainties as the sample size grows.

Unknown parameters in the reference distribution

So far, we assumed that the reference set of probabilities under test P = {p1, p2, ..., pk} was 

perfectly known. It is often not the case, and it may be that the reference distribution is known only 
to within some parameters whose values are unknown. What becomes of the test ?

An academic example

Here is a somewhat academic example of such a situation.

Two players play Heads and Tails with two identical coins. Each of them tosses his coin n times. We 
could ask the question :

"Are the two coins fair coins ?"

The four possible outcomes of each 2-toss is :

00, 01, 10, 11

and  if the coins are fair, then 
we have :

H0 :   p00 = 0.25,  p01 = 0.25,  p10 = 

0.25,  p11 = 0.25   

The above described test is adequate 
for testing H0.

 

We address now a somewhat 
different question. We accept the 
idea that the coins may be biased, 
and what we are concerned about is 
whether both coins have the same bias. A biased coin has a probability p of producing "Heads", and 
(1 - p) probability of producing "Tails".

 

Suppose first that p is known, and is the same for both coins. Then the possible outcomes of a 2-toss 
have the following probabilities :

    * "00"    p²

    * "01"    p.(1 - p)

    * "10"    p.(1 - p)

    * "11"    (1 - p)²

 



The set of probabilities P = {p1, p2, p3, p4} is known, and the above described test is adequate for 

testing the H0 hypothesis :

H0  :   p1 = p²     p2 = p.(1 - p)     p3 = p.(1 - p)     p4 = p²

 

Suppose now that p in not known. The pis are not known, and we have no test, because we need 

some P = {p1, p2, p3, p4} to have a test. So we are going to estimate the pis, that is, identify a 

number p* that will be our best guess for the true (and forever unknown) value of p.

Estimating the parameters

This estimation is going to be made by the "Maximum Likelihood" method. We first define the 
"Likelihood" of the sample {n00, n01, n10, n11} which is just the probability to obtain the observed 

respective numbers of {00, 01, 10, 11}, given a value for p. This probability is easily 
calculated from the basic properties of the multinomial distribution, but we don't need to make it 
explicit here.

We then calculate the value of  p that makes this probability largest, let p* be this value. p* is said 
to be the estimate of p according to the method of the Maximum Likelihood.

 

We now use this estimated value p* to build our H0 hypothesis. We are trying to express the idea 

that both coins have the same bias. If it is the case, then there exists a certain number p such that :

p1 = p²     p2 = p.(1 - p)     p3 = p.(1 - p)     p4 = p²

Because we don't know p, we substitute to p our best guess, that is p*. To test whether both coins 
have the same bias, we now test :

H0 :    p1 = p*²,     p2 = p*.(1 - p*),     p3 = p*.(1 - p*),     p4 = p*²    

and we run the test as before.

Degrees of freedom

We expect our Z² quantity to be (4 - 1)  or 3 but is is not so. Because we had to estimate one 

parameter of the distribution from the sample, the number of degrees of freedom is reduced by 1, 

and Z² is in fact 2.

More generally, should we have to estimate r degrees of freedom of a multinomial distribution with 

k modalities, then Z² would be (k - r - 1).  This is quite difficult to demonstrate. Note that this result 

is true under the assumption that the unknown parameters are estimated by the Maximum 
Likelihood method.

More realistic examples

In what follows, we'll encounter more realistic examples of parameter estimation in Chi-square tests 
:

    1) When testing the distribution of a continuous variable against a reference theoretical 
distribution, some parameters of which are unknown.

    2) When testing the equality of the probabilities in several multinomial laws.

    3) When devising a test for testing the independence of two categorical variables.
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 Testing a continuous distribution

Chi-square tests are entirely devoted to discrete, multinomial distributions. Yet, they can be adapted 
to provide a somewhat rudimentary test of adequation between a continuous probability 
distribution and a sample from a continuous, numerical variable.

Adequation of a law to a sample, likelihood

So far, we pondered how likely it was that a certain multinomial law could have generated the 
sample at hand. The same problem arises for continuous distributions and variables.
 

    * The top illustration shows a 
sample and a normal distribution, 
and it seems very unlikely 
(although not strictly impossible) 
that the distribution generated the 
sample.
 

    *On the other hand, in the 
bottom illustration, we are quite 
willing to accept the fact that the 
sample was indeed generated by 
the distribution.

 

This intuition is formalized by the concept of "Likelihood", that we shortly describe in the Glossary. 
Unfortunately, the Likelihood does not lend itself to the elaboration of useful tests (note 
however that the Likelihood is very instrumental in other areas of Data Modeling, e.g., for 
estimating the parameters of a model).
 

Blocks and multinomial distribution

A way around this difficulty is to discretize, or quantize, the numerical variable into a certain 
number of contiguous blocks. Suppose the analytical form of the distribution is known, and 
represented by a curve D (top illustration).

 

 

It is then possible to 
calculate the probability  pi 

 that a new observation 
should appear in block # i : 
it is just the area under D in 
block #i (that is, the 
"integral" of D within the 
limits of the block). In the 
bottom illustration, the area 
of each block is equal to 
the area under the D curve 
within the limits of the 
range..

 



We can also count the number of sample observations actually in block #i, and call it  ni.

 

If we consider the blocks as events occuring according to the set of probabilities {pi}, we see that 

the set {ni} should follow a multinomial distribution. In other words, we are back to the previous 

problem of estimating the quality of the fit of a discrete sample to a multinomial law.

 

In practice, the blocks may be defined in a number of somewhat arbitrary ways :

    * They can be defined as "quantiles", that is blocks containing each the same number of 
observations. For example, if we define four quantiles, then each block will be defined as 
containing one quarter of the total number of observations. Because the observations are not 
uniformly distributed, the blocks have different widths.

    * Or the blocks may be defined as having nearly identical pis, which can easily be obtained if the 

analytical form of the theoretical distribution is known. 

How many blocks ?

The problem with the above described method of testing a continuous distribution is that you are 
not testing the distribution. Call D1 the candidate 

distribution, and call 
D2 another distribution with 

the following property :

    * In any block, the area 
under D1 is exactly the 

same as the area under D2.

 

For clarity, this illustration 
shows a somewhat extreme 
case. In each block, the area 
of the rectangle is equal :

    * To the area under D1,

    * but also to the area under D2.

 

Remember that the area under a probability distribution curve in block #i is just the probability 
pi that we want to test. So, if D1 succesfully passes the test (H0 not rejected), so does D2, and if 

D1 fails to pass the test, so does D2. In other words, the test cannot distinguish between distributions 

that may be very different, but generate the same set of probabilities P{pi}.

 

It is therefore tempting to define a larger number of narrower blocks, in order to analyse the 
distribution more finely. But one cannot go very far in this direction because the 
individual probabilities of each of the blocks will become too small. Remember that any of the n.pi 

should be larger than 10.

Estimating parameters



Suppose you want to assess the plausibility of the H0 hypothesis :

H0 : "The sample was generated by a normal distribution"

whose mean and variance 
are unknown. They can 
easily be estimated from 
the sample, with following 
results (top illustration) :

    * m* = i xi

    * s²* = 1/n.i(xi - m*)²

Note that s²* is not an 
unbiased estimator of ². 
But it is the Maximum 
Likelihood estimator of ², 
which is what we need for 

the following test.

We have now a completely specified reference distribution after estimating the two 
missing parameters.

The range of x having been partitioned into contiguous blocks [Xj Xj+1] by the practitioner, it is 

now possible to calculate the reference probability pj by integrating the normal probability 

distribution between Xj and Xj+1 (bottom illustration).

This integral cannot be solved analytically, but it has been copiously tabulated, and the 
corresponding values are stored in advanced software.

If 10 blocks have been defined, then Z² will be (10 - 1) - 2 , that is 7 .



THE CHI-SQUARE TEST OF IDENTITY

The problem

The Chi-square test of identity

Adding the   Z        statistics  

Estimating the probabilities

Generalization to   p   variables  

Adding the   Z        statistics  

Estimating the probabilities

The problem

We have two independent samples.

    * In the first sample, the 
categorical variable V1 has 

k modalities.

    * In the second sample, 
the categorical variable V2 

 also has k modalities. As a 
matter of fact, V2 might 

very well be the same 
variable as V1, just 

measured in a different 
context (for example, V1 

and V2 might be 

"Professional_Occupation" 
in two commercial files of 
two different regional agencies of a bank). What is important is that to each modality of V1 

corresponds unambiguously one modality of V2.

For convenience, we labeled the modalities with numbers. But this does not mean that any 
particular order on the modalities is implied. 

The two samples do not necessarily contain the same number of observations :

    * The first sample contains n1 observations, that are distributed across the modalities of V1 as 

 n11, n12, ...n1k.

    * The second sample contains n2 observations, that are distributed across the modalities of V2 as 

 n21, n22, ...n2k.

In the illustration, the heights of the bars represent absolute numbers, not relative frequencies. The 
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sum of the "red heights" is n1, and that of the "blue heights" is n2.

The question is : 

"Are the observed frequencies (n11, n12, ...n1k) and (n21, n22, ...n2k) compatible 

with the H0 hypothesis according to which both samples were generated by the same set of 

probabilities (p1, p2, ..., pk) ?"

The problem can be formulated another way.

    * In the first sample, the n1is are generated by the (unknown) multinomial distribution (n1, p11, 

p12, ..., p1k).

    * In the second sample, the n2is are generated by the (unknown) multinomial distribution (n2, p21, 

p22, ..., p2k).

 

We want to test the H0 hypothesis :

p11 = p21 , ..., p1k = p2k

against the alternative hypothesis :

For at least one i, p1i  p2i

The Chi-square test of identity

Adding the Z statistics

We will first consider each sample separately.

    * We saw that the quantity :

Z²1 = i(n1i - n1 p1i)² / n1 p1i                       i = 1, 2, ..., k.

is (appromately, and when n is large) distributed as (k - 1).

    * Similarly, the quantity :

Z²2 = j(n2j - n2 p2j)² / n2 p2j                      j = 1, 2, ..., k.

is also distributed as (k - 1).

 

* Z²1 and Z²2 are independent. Therefore, because of the additivity property of the  distribution :

Z² = Z²1 + Z²2 ~ [(k - 1) + (k - 1)] = 2. (k - 1)

 

Estimating the probabilities

Of course, the pijs (i = 1, 2) are unknown, and they have to be estimated.

If H0 is true, then for all  js :

p1 j = p2 j = pj
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We are going to estimate the pjs under the assumption that H0 is true.

 

Consider the unique sample 
obtained by merging the 
two original samples. This 
sample contains (n1 + n2) 

observations, distributed 
over the k modalities of 

V1 (or V2). The frequency 

of modality   j   is (n1 j + n2 

j ) (bottom image).

We estimate pj by the 

relative frequency of the 
modality j :

pj  estimated by   pj* = (n1 j + n2 j ) / (n1 +  n2)

Note that this estimate is the Maximum Likelihood estimate of  pj, a necessary condition in what 

follows.

 

In the developed expression of Z² = Z²1 + Z²2, we now replace both p1 j and  p2 j  by  pj*, to obtain a 

rather complex but quite straightforward expression, that we call Z²*. What is the distribution of Z²* 
?

 

Z²* is obtained :

    * By first writing the expression for Z², a 2. (k - 1) quantity,

    * But where (k - 1) parameters have been estimated. It would seem that k parameters have been 
estimated (the pj ), and not (k - 1), but these k parameters are linked by the linear relation :

j pj = 1                j =1, 2, ..., k.

so, in fact, only (k - 1) parameters have been estimated.

We stated that estimating h parameters of a quantity distributed as a  has the effect of decreasing 
the number of degrees of freedom by h, in comparison with the situation where these parameters are 
known, and not just estimated.

 

So, our Z* is distributed as a  with the number of degrees of freedom   2. (k - 1) - (k - 1) = (k - 
1) :
 

Z²* ~ (k - 1)

From there on, the test goes exactly as before.
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Generalization to p variables

We focused on the 2-variable problem in order to keep the notations simple, but the above argument 
holds for any number of categorical variables, as long as they have the same number of modalities, 
and that for every j, the jth modality of any of the variables is unambiguously identified.

The (unknown) probability behind modality mj of variable Vk is denoted  pkj .

Adding the Z statistics

We define :

Z² = Z²1 + Z²2 + ... + Z²p

The same argument as before can be used : all the Z²is are (k - 1), and they are independent. 

Therefore :

  Z² = Z²1 + Z²2 + ... + Z²p  ~ [(k - 1) + ... + (k - 1)] = p. (k - 1)

Estimating the probabilities

The H0 hypothesis is now :

   H0 :    "For every j, there is a number pj such that    p1 j = p2 j =  ...= ppj  = pj"

As before, the pjs are estimated by merging all the samples into one big sample with n1 + n2 + ...+ 

np observations. The estimate pj* of the probability pj is, with obvious notations :

pj* = (n1 j + ... + n2 p ) / (n1 + n2 + ...+ np)             j = 1, 2, ..., k.

 In the big expression for Z, we substitute pj* to all the pkj, getting for Z* an even uglier expression 

than in the 2-variable case. In the process, we have estimated not k, but (k - 1) parameters, for again 
we have again :

j pj = 1                j = 1, 2, ..., k.

Note that the number of estimated parameters depends only on the number of categories, and not 
on the number of variables.

So, instead of the expected p.(k - 1) degrees of freedom (as is the case for Z²), we have only :

p.(k - 1) - (k - 1) = (p - 1).(k - 1)

degrees of freedom.

So, finally :

Z²* ~  (p - 1).(k - 1)

 

From there on, the test goes exactly as before.
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THE CHI-SQUARE TEST OF INDEPENDENCE

The problem

The concept of independence

Contingency tables

Expected values

The test

The   H  0 hypothesis

The general idea

Estimating the probabilities

The   Z   ² statistic  

Phi-square

Number of estimated parameters

The distribution of   Z   ²  

The problem

The concept of independence

Let V1 and V2 be two categorical variables in the same sample.

The "Chi-square test of independence" estimates how plausible it is that V1 and V2 are 

independent.

So the H0 hypothesis is :

H0  :   "V1  and V2 are independent"

What does "independent" really mean ?

    * Call P(i, j) the proportion of observations that have both modality i on V1 and modality j on 

V2.  In more technical terms, P(i, j) is the joint probability of event (i, j).

    * Similarly, call P( j) the probability for an observation to have modality j (on V2).

    * Call P( j /i) the probability for an observation that is known to have modality i on V1 to have 

modality j on V2 .  P( j/i) is the conditional probability of  j, given i. 

 

The intuitive idea of independence can be formulated this way. Let o be an observation. 

    * If we do not observe its modality on V1, the probability that o has modality j on V2 is P( j).
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    * But if we first observe o's modality on V1, say i, the probability of modality j on V2 is P( j/i).

 

"V2 is independent of V1" means that observing i brings about no information whatsoever on V2, 

and therefore changes nothing to the probability of  j. In other words, "independence" is defined 
by :

P( j/i) = P( j)

It is a classical result of probability theory that a consequence of independence is :
 

P(i, j) = P(i).P( j)

 

The probability to observe both i on V1 and  j on V2 is then just the product of :

    * The probability to observe i on V1, and

    * The probability to observe j on V2.

 

This result is symmetrical in i and j, so if V2 is independent of V1, then V1 is independent of V2. It 

is then simply said that V1 and V2 are independent.

Contingency tables

Call "I" the number of 
modalities of V1, and "J" 

the number of modalities 
of V2.

The contengency table of 
the sample is a I x J table. 
In cell (i, j) is the number 

nij of observations that 

have both modality i on 
V1 and modality j on V2. 

    * The sum of all 
numbers nij in row i is 

denoted ni., and is the number of observations with modality i on V1.

    * Similarly, the sum of all numbers nij in column j is denoted n. j, and is the number of 

observations with modality i on V1.

 

The contengency table is all we'll need for the test.

Expected values

Suppose that :

    * the sample contains n observations,



    * V1 and  V2 are indeed independent, and that

    * P(i) and P( j) are known.

 

 Because P(i, j) = P(i).P( j), the expected count in cell (i, j) is  n.P(i, j) = n.P(i).P( j). 

The test

The H0 hypothesis

We can now express the H0 hypothesis of the test in terms of probabilities :

H0 :  "For any (i, j),    P(i, j) = P(i).P( j)"

The general idea

The general idea of the test is as follows. Under the assumption that H0 is true :

    * If P(i) and P( j) were known, we could calculate the expected values of all the cells of the 
contengency table using P(i, j) = P(i).P( j).

    * P(i) and P( j)  are not known, but they can be estimated.

    * So we can calculate an expected contengency table under H0, that will be used as a reference.

    * The true contengency table departs from the expected table. We'll quantify this difference with 
a quantity whose distribution is known, hence the test.

Estimating the probabilities

We want to estimate P(i). 

The number ni. of observations that have modality i on V1  is the sum of the numbers of 

observations that have modality i on V1 and : 

    * Modality 1 on V2, or else

    * Modality 2 on V2, or else

    * ....

    * Modality J on V2.

So :

ni.  = j nij 

and P(i)* , the estimation of P(i) is :

P(i)* =   ni. / n

So, to estimate P(i), we just add all the numbers on line i, and divide the result by n.

There is of course a similar result for P ( j)*, the estimate of the probability of modality j on V2.

 

So, if H0 is true,  we can estimate P(i, j), the probability that an observation falls in cell (i, j) :

P(i, j)* = P(i)*.P( j)*

The Z ² statistic



So we have :

    1) A sample with n observations distributed across IxJ cells. We may think of each of these cells 
as a modality of a variable V with IxJ modalities.

    2) An estimated probability P(i, j)* for each of the IxJ modalities of V under H0,

 

and we are back to the standard Goodness-of-fit Chi-square test. We can write the Z² statistic :

Z² = ij (nij - n.P*(i, j))² / n.P*(i, j)             i = 1, 2, ...I       j = 1, 2, ..., J

If the P*(i, j)s are replaced by their above expression, one finally gets the  expression :

 

Z² =  ij (nij - ni..n. j)² / ni..n . j             i = 1, 2, ...I       j = 1, 2, ..., J

 

So, under the three conditions :

    1) V1 and V2 are independent,

    2) The P(i)s and P( j)s are known,

    3) The sample is large,

 Z² ~ I.J - 1 

But because the P(i, j)s are not known, we have to estimate them, and we explained how just above.

Phi-square

The influence of n (the number of observations) on Z² may be made explicit by developing the 
squared parenthesis. One gets :

Z² = n.[ij (nij²/ni.n. j ) - 1]

We'll use this expression in the next section when we consider the largest possible value for Z².

The quantity Z² / n is often called "Phi-square", and noted ². It does not follow a  distribution.

Number of estimated parameters

All we have to do now is figure out how many parameters have been estimated. Remember that the 
distribution of Z² is considered when  H0 is true.

    1) The P(i, j)* are not estimated individually. They are estimated through the expression P(i, j)* = 
P(i)*.P( j)*.

    2) So, only the P(i)*s and the P( j)*s are estimated.

    3) It would seem that the number of estimated P(i)s is I. But because of the relation :

i P(i)* = 1

only (I - 1) parameters have been estimated.

Similarly, only (J - 1) parameters have been estimated when estimating the P( j)s.



 

So the number of estimated parameters is :

(I - 1) + (J - 1) = I + J - 2

The distribution of Z²

 We mentioned that estimating h parameters reduces the number of degrees of freedom by h. So, 
when the P(i, j)s are estimated, the number of degrees of freedom of the distribution of Z² is :

(I.J - 1) - (I + J - 2) = (I - 1).(J - 1)

and we finally get :

 

 Z² ~ (I - 1).(J - 1) 

 

when the sample is large, H0 is true, and the probabilities are estimated.

From there on, the test goes as before.
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THE CHI-SQUARE TEST OF INDEPENDENCE (2)

Largest value

An upper bound for   Z   ²  

When is the upper bound reached ?

Alternate "coefficients"

Contributions to   Z   ²  

The special case of 2x2 tables

Largest value

An upper bound for Z²

Although Z² is pitted against a  distribution that extends out to infinity, its largest possible value 
is finite. Recall that one expression for Z²is :

Z² = n.[ij (nij²/ni.n. j ) - 1]

To see how large Z² can get, we look for an upper bound of each parenthesis. Because nij  n. j :

nij²/ni..n. j     nij / n. j 

Hence

ij  nij²/ni..n. j   ij nij / n. j  =  j [(i nij ) / n. j )] =  j n. j / n. j  = J

where J is the number of modalities of V2.

So we certainly have :

Z²  n.(J - 1)

In the above treatment, we focused on columns ( nij  n. j ), but we might as well have focused on 

rows ( nij  ni. ), in which case we would have obtained : 

Z²  n.(I - 1)

 So we finally get :

Z² / n  min(I - 1, J - 1)

 

When is the upper bound 
reached ?

Suppose J > I, and further 
suppose that all observations 
having modality j on V2 have 

the same modality i on V1. 
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Then all cells in column j contain "0" observations, except one cell that contains n.j  observations. 

Therefore, there is a functional relationship between V2 and V1 : knowing the "value" of the 

observation on V2 determines unambiguously its "value" on V1. 

 

Note that the converse is not true, unless I = J. In this illustration, knowing that an observation has 
modality i on V1 does not determine unambiguously its modality on V2.

This situation is the exact opposite of independence, where learning what the value of an 
observation on a modality does not bring any information on the value of the observation on the 
other variable.

 

It can then easily be verified that the bound is then (and only then) reached. One then has :

Z² = n.(I - 1)

So a high value of Z² is an indication of a large departure from independence, and of a situation 
close to functional relationship.

Alternate "coefficients"

What makes Z² so important is that it follows a well defined distribution. Yet, because of its explicit 
dependence on the number of observations n, knowing the value of a Z² says little to the 
imagination. So several "coefficents" derived from Z² have been created that have the following 
properties :

    1) They are "0" when the variables are independent.

    2) They are "1" when there is a functional relationship between the variables.

 

The most common coefficients of this type are : 

    * Pearson's "contengency coefficient" C, defined as :

C = [Z²/(n + Z²)]1/2

    * Tschuprow's coefficient T, defined as :

T = (Z² / n.[(I - 1)(J - 1)]1/2 )1/2 

    * Cramer's coefficient V, defined as :

V = (Z² / n.min[(I - 1), (J - 1)] )1/2 

 

They can occasionally be found in software.

Note that these coefficients certainly cannot replace Z², as they do not follow well defined 
distributions, and therefore cannot be used for tests. There only use is to compare two tables of 
contengency whose n (and possibly I and J) are identical without resorting to the tables of 

integrated  distributions. The availability of computers make these coefficients 
somewhat obsolete.

Contributions to Z ²

Z² is global, and so is the Chi-square test of independence. Neither one tells anything about the 
details of how variables V1 and V2 depart from independence. These details are in the table of 

contingence, but are "crushed" when the table is condensed into a simgle number.
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For every cell (i, j), the H0 independence hypothesis generates an estimated cell count :

nij* = n.P(i)*.P( j)* = ni..n. j / n

which is to be compared with the observed cell count nij :

    * A strong excess of the observed cell count over the expected cell count in an indication that the 
corresponding modalities might be positively coupled,

    * A strong deficit of the observed cell count over the expected cell count in an indication that the 
corresponding modalities might be negatively coupled.

 

Software often calculates, for 
each cell, a quantity called 
"Contribution to Z²" (or 
"Contribution to Chi-square"), 
which is the normalized 
difference between expected 
and observed cell count :

Contribution (i, j) = (n / Z²).
(nij - ni..n. j )² / ni..n. j  

It is expressed in %. The sum 
of all the contributions is 
100%.

 

It is common to display a chart of the contributions with a color code. In this illustration, green cells 
have an excess of population over the expected population, while red cells have a deficit.

 

 

Even with this visual aid, analyzing a large contengency table is quite laborious. At this time, 
Correspondence Analysis may step in, which is a much more powerful tool for analyzing complex 
interactions of two categorical variables.

The special case of 2x2 tables

Variables with only two modalities ("dichotomous" variables) are quite common : "Gender" (Male 
or Female), "Prospect" (Bought or Did-Not-Buy-Yet). More generally, it is frequent that one will 
concentrate on one modality mi of a multi-modality variable, and lump all the others into a "Not-mi" 

modality. For example, one may focus on the "Married" modality of the variable "Marital_status", 
and merge all the other modalities (Single, Divorced, Widowed, Free_ union) into a "Not_Married" 
modality.

 

 

Crossing two dichotomous variables 
produces a particularly simple 
contengency table, whose counts we 
denote (a, b, c, d) for simplicity. The 
Z² statistic then takes the particularly 
simple form :
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Z² = n.(ad - bc)² / (a + b)(c + d)(a + c)(b + d)

Dichotomous variables are a very special case of categorical variables : for many applications, it is 
quite possible to code modalities with numbers, and then succesfully use techniques that were 
specifically designed for numerical variables.

Here, say that we code modalities simply by their rank, 1 or 2. One the may think of calculating the 
correlation coefficient r(V1, V2) considered as numerical variables. It can then be shown that :

r² = Z²/n =  ²

Any other numerical coding would produce the same result.

It is a classical result of probability theory that dichotomous variables are uncorrelated if and only if 
they are independent. Indeed, the above result shows that r = 0 means that Z² = 0, which is a strong 
(but not definitive) argument in favor of independence.


